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Abstract:  10 

Simulation enables robots to plan and estimate the outcomes of prospective actions without the 

need to physically execute them. We introduce a self-supervised learning framework to enable 

robots to model and predict their morphology, kinematics and motor control using only brief raw 

video data, eliminating the need for extensive real-world data collection and kinematic priors. By 

observing their own movements, akin to humans watching their reflection in a mirror, robots 15 

learn an ability to simulate themselves and predict their spatial motion for various tasks. Our 

results demonstrate that this self-learned simulation not only enables accurate motion planning 

but also allows the robot to detect abnormalities and recover from damage. 

 

One-Sentence Summary:  20 

A learning algorithm allows robots to model their own 3D morphologies, kinematics, and motor 

control from a 2D video for task planning.  

mailto:yuhang.hu@columbia.edu
mailto:hod.lipson@columbia.edu
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Main Text:  

INTRODUCTION 

Every robot begins its life in simulation. Long before any robot is ever physically built, 

engineers meticulously design CAD models, craft kinematic equations, and estimate a variety of 

physical coefficients describing the robot to be. Using this simulation, the robot can be tested, 5 

programmed, and taught a variety of tasks. Only once this simulated robot meets intended 

performance, is it physically built and operated. Simulations remain essential for robot learning 

because learning in real life is slow, energetically expensive, and risky [1, 2, 3, 4].  

Humans and animals also use a simulator to learn. In contrast to robots, however, human and 

animal self-simulation is learned and evolved, not programmed by a designer. A child, for 10 

instance, creates a mental model of its own body by observing itself directly (or through a mirror 

reflection), refining its movements and gaining a deeper understanding of its body kinematics 

and motor control in relation to the environment. While we aim to imbue robots with a similar 

level of morphological self-awareness and adaptability, it's important to recognize the current 

limitations in robotic technology compared to the complex cognitive processes observed in living 15 

beings [5]. 

Body self-awareness, as demonstrated through mirror self-recognition, remains a unique 

cognitive ability reserved for only a few species, such as humans, chimpanzees, and orangutans. 

Most primates, despite prolonged exposure to mirrors, continue to perceive their reflection as 

another individual rather than recognizing it as an image of themselves [6, 7, 8]. This complex 20 

cognitive capacity to process mirrored information about oneself, which most primates seem to 

lack, raises pertinent questions about the nature of consciousness, the emergence of self-

awareness, and its link to the development of the mind. In the human context, mirrors serve as 

instrumental tools for cognitive development, enhancing skills, refining gestures, and enabling a 

deeper understanding of one's body in relation to the surrounding environment. [9, 10]. 25 

In robotics, understanding their own 3D morphology is becoming increasingly essential for tasks 

such as motion planning and navigation [11, 12, 13, 14, 15]. This not only enables them to 

execute comprehensive planning tasks but also enhances their adaptability. Previous work in 

robotic self-modeling only focused on predicting the center of mass or the end-effector position 

of robots [16, 17]. Recent advancements in computational self-modeling have primarily 30 

leveraged several depth cameras to capture and predict a robot's kinematics [18]. The Neural 3D 

Visual Self-Model's groundbreaking potential highlights its pivotal role in 3D motion planning 

and control tasks. More than just a morphology prediction, this visual self-model exhibited 

handling damage detection, identification, and subsequent recovery for real-world robotic 

applications.  35 

Previous work, however, relied on five well-calibrated depth cameras, necessitating complex 

setups and intricate calibration processes. Furthermore, fusing multiple depth images from 

different devices into a coherent point cloud introduces noise and potential inaccuracies. The 

question we aim to address in this aper is as follows: Can we teach robots to learn its body 

morphology, kinematics, and motor control based on a single 2D camera, just as humans look 40 

into the mirror to learn without leveraging synthesized 3D ground truth data for supervision? 

Enter Neural Radiance Fields (NeRF), a groundbreaking approach in Computer Vision [19, 20, 

21, 22, 23, 24, 25, 26, 27]. NeRF models exploit volume rendering combined with explicit neural 

scene representation, trained through multi-view images devoid of 3D or depth supervisory 

information. 45 
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In this paper, we leverage such ability from NeRF to advance the boundaries of this research 

with a focus on modeling the robot's morphologies, kinematics, and motor control within a 

continuous 3D domain. We propose a self-supervised learning framework enabling robots to 

leverage videos for self-modeling, akin to a utilize mirrors to understand and refine their 

movements (Fig. 1A). We introduce Free Form Kinematic Self-Model (FFKSM) which is a 5 

query-based model that can output the robot occupancy in 3D space (Fig. 1C). By keeping both 

the spatial coordinates and joint angles continuous, we can probe the robot's 3D morphology and 

kinematics with precision at any spatial location using any joint angles in action space. Besides, 

the model is fully differentiable, and we can search the robot motor commands using gradient-

based optimization in real time. We also show how to use this model to perform basic 10 

manipulation tasks: 3D morphology prediction, motion planning without relying on kinematic 

equations, and abnormal detection alongside damage recovery (Fig. 1B). This approach's 

efficiency is evident in its compact size of 333 KB, a significant reduction from the previous 

work's 1.1 MB, showcasing its streamlined design and enhanced memory efficiency.  

 15 

 

Fig. 1. Entire pipeline overview: (A) An illustrative representation of our foundational concept: a robot looking 

into a mirror. trying to build a model of itself by moving its body to observe changes. (B) Leveraging the model, the 

robot can predict its own morphology and perform a variety of manipulation tasks. (C) Free Form Kinematic Self-

Model representation. The model comprises three deep neural networks: a coordinates encoder, a kinematic encoder, 20 

and a predictive module. By processing 3D point coordinates and joint angles, it predicts the density and visibility of 

queried points. This information is then used to render a predicted image, which is compared with a segmented 

binary image for training. 
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Free-Form Kinematic Self-model 

In the future autonomous robotics, it is increasingly important for robots that require minimal 

human supervision. Robots should learn to create models for themselves that not only generate 

motor commands to solve the problems but can adapt to changes ang recovery from damage 

[28]. Engineers simplified the robot morphology and based on rigid body assumption to design a 5 

specific kinematic function for a robot [29]. To achieve morphology simulation for collision-free 

planning, it requires a detailed CAD model. In most simulations, the simple non-convex 

morphology, such as collision boxes is used to represent the robot morphology. As robots 

become more complex, manually modifying these functions when robot structures change 

becomes less feasible and less adaptable. For example, in instances where a robot sustains 10 

damage, the ability to quickly self-recover is also crucial. 

To address these challenges, we introduce a visual self-supervised learning approach that allows 

the robot to autonomously learn a FFKSM including robotic morphology, kinematics, and motor 

control from video. The FFKSM is query-based deep neural networks trained by videos through 

motor babbling, so the model is task-agnostic and requires minimal human supervision. As 15 

depicted in Fig.1C, a robot is positioned within the camera view. By inputting specific 3D point 

location 𝑋 ∈ ℝ3, including the robot arm joint angles 𝐴 ∈ ℝ4, the model can predict whether the 

3D point location is occupied by the robot and whether it is visible through the camera. 

The FFKSM is composed of three deep neural networks: a coordinates encoder, a kinematic 

encoder, and a predictive module. The Coordinates Encoder takes in world coordinates X and the 20 

first two joint angles 𝐴0, 𝐴1 to compute a projection matrix T. This transformation produces 

virtual coordinates 𝑋′ in which gives an equivalent effectiveness that the camera is the entity in 

motion and the first two robot arm joints are static. Then the virtual 𝑋′ is fed into the 

Coordinates Encoder. Subsequently, the Kinematic Encoder processes the remaining joint 

angles. Concatenating the output of the Coordinates Encoder and the output from the Kinematic 25 

Encoder as input, the Predictive Module estimates the density σ and visibility α. The model can 

be expressed as: (σ, α)  =  P(C(T(X, 𝐴0, 𝐴1)), K(𝐴1, 𝐴2))  
To render a predicted image with length and width dimensions W x H, we query M points in 3D 

space along the ray projected from the camera. The model generates the density and visibility for 30 

each point. The image rendering process aggregates the product of density and visibility values 

for every point along the projected ray. Considering all the M query points on each ray, the pixel 

value 𝑃𝑟𝑒𝑑𝑖𝑗 at position (i, j) for the ray k, is: 𝑃𝑟𝑒𝑑𝑖𝑗 = ∑ σ𝑖𝑗𝑘 ∙ α𝑖𝑗𝑘𝑀𝑘=1  

We use an RGB camera to capture the video frames of the robot during motor babbling. We use 35 

a color-based segmentation method to convert the RGB frames into binary images that 

exclusively highlight the robot arm. The Mean Squared Error (MSE) between the model's 

predicted images and these binary images is utilized as the loss function to optimize the model's 

training. The loss function can be represented as: ℒ =  1𝑊 × 𝐻 ∑ ∑ (𝑃𝑟𝑒𝑑𝑖𝑗  − 𝐺𝑇𝑖𝑗)2Hj=1Wi=1  40 
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RESULTS  

3D Morphology Predictions Using Free Form Kinematics Self-model  
We conduct experiments both in the simulation and the real-world, using two 4 degrees of 

freedom robot arm. Figure 3A presents our real-world experimental setup. During data 

collection, the robot executes motor babbling. The camera saved the video frame once the motor 5 

encoder detects the joint angles met the motor commands. Each video frame is an RGB image, 

with a size of 100 × 100. In the data collection phase (Movie S1), we collected a total of 12,000 

data points. Among them, 10,000 are allocated for model training and validation at an 8:2 ratio, 

while the remaining 2,000 are for testing purposes. 

 10 

Fig. 2. Real-world experimental setup and 3D morphology prediction. (A) Real-world experimental setup. 

While the robot is doing motor babbling, the camera capturing its motion (left). The synthesized images represent 

typical captures by the camera (right). (B) Robot 1 and Robot 2 Hardware (left). On the right, predictions of robot 

3D morphology using the free-form kinematic self-model are shown. The images demonstrate simulation and real-

world predictions for both robots and the end-effector. Within each image, the actual robot is depicted in black, 15 

while predicted non-zero density areas are highlighted in green. Please see Movie S2 and Movie S3 for more 

information. 
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In Fig.2 (B) we show the robot 3D morphology predictions obtained through the free-form 

kinematic self-model. The predicted results are shown as green points, while the robot ground 

truth morphology is shown in black. The green points in the 3D space stand for the queried 

points where the model estimate it is occupied by the robot. For every image, joint angles 

remained consistent, and sampled a volume of  100 × 100 × 64 points to query the model about 5 

their respective densities. This process took 0.3 second on a desktop with a single GPU 

(NIVIDIA GeForce RTX 3090). The first two rows present the results using Robot 1 hardware 

with simulation and real-world data. Pybullet serves as our chosen physical simulation platform. 

Lacking direct ground truth for the 3D morphology, we employ the CAD model of the actual 

robot for comparative reference [30]. Upon comparative analysis of the outcomes from the first 10 

and second rows, the results demonstrate a consistent performance, underscoring the robustness 

of our method in real-world scenarios. In the third row, we show that our model can effectively 

predict robot 2 morphologies which have different kinematics. This highlights the adaptability of 

our approach, making it suitable for diverse robots without the need for task-specific 

adjustments.  15 

Beyond predicting diverse robot morphologies, our model can also predict different components 

of a given robot. For example, to predict the end-effector of robot 2, we can achieve it through 

two training processes. During the first training phase, we train the model to predict the entire 

morphology of robot 2. Subsequently, we use video frames only that have the robot end-effector 

to fine-tune the model. Such images are procured by adjusting the color filter of the color-based 20 

segmentation module to isolate the blue pixels. The results demonstrate that our method can train 

models which have a capability to accurately predict robot occupancy in 3D space. This skill 

extends across different robots and even to specific robot components. 

 

Motion Planning Using Free Form Kinematic Self-Model 25 

In this section, we illustrate how to use the trained model to achieve motion planning tasks. The 

FFKSM can predict robot morphology in 3D space and also understand the specific component 

occupancy as we present in the previous section. Here we use robot 2 with a ball head end-

effector to perform two manipulation tasks (Fig. 3).  

The first task involves controlling the robot end-effector along a 3D spiral trajectory. Unlike 30 

simple linear or planar movements, a spiral trajectory inherently involves three-dimensional 

space. This allows for the demonstration of the robot's ability to operate in a 3D environment, 

which is crucial for many real-world applications. This task is equivalent to performing Inverse 

Kinematic (IK) control, where the objective is to determine the joint angles based on the end-

effector position. Traditional approaches would necessitate deriving equations rooted in the 35 

robot's mechanical geometries. In contrast, our method circumvents this necessity, permitting us 

to utilize gradient-based optimization to realize IK control. This is achieved without prior 

knowledge of the robot's hardware specifics or its Forward Kinematics (FK). Given that the 3D 

query points, joint angles, and our model are all differentiable, we present an algorithm that 

optimizes the joint angles by minimizing the distance between the predicted end-effector location 40 

and the target joint position.  
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Fig. 3. Real Robot 2 performs motion planning tasks based on the Free Form Kinematic Self-model. 

(A) The robot tracks a 3D spiral trajectory. The images generated from a video illustrate the robot spiral 

trajectory. (B) The robot performs a collision-free motion planning task. The pictures show the robot's 

motion from a starting point to its target, navigating around obstacles to ensure no collisions. 5 

To solve this problem, we use a model that is fine-tuned with end-effector data which can predict 

the 3D points occupied by end-effector. The end-effector position can be defined as the average 

position of the query points with non-zero density. Assume Q is the set of all query points, and 𝑄𝑜𝑐𝑐𝑢𝑝𝑖𝑒𝑑 is the subset of those points with non-zero density, i.e., 𝑄𝑜𝑐𝑐𝑢𝑝𝑖𝑒𝑑 = {𝑞 ∈ 𝑄|𝜎(𝑞) > 0} 10 

Where 𝜎 is the density of query point as predicted by the model. Let 𝜃 represents the joint angles 

of the robot s.t.: −90° ≤ 𝜃𝑖 ≤ 90° for i = 1, 2, 3, 4. The end-effector position, 𝑝𝑒𝑒, is the average 

position of all the points in 𝑄𝑜𝑐𝑐𝑢𝑝𝑖𝑒𝑑: 

𝑝𝑒𝑒(𝜃)  =  1|𝑄𝑜𝑐𝑐𝑢𝑝𝑖𝑒𝑑| ∑ 𝑞𝑞∈𝑄𝑜𝑐𝑐𝑢𝑝𝑖𝑒𝑑  

During the optimization process, we utilize the Adam optimizer for efficient convergence, with a 15 

learning rate set at 0.04 [31]. Backpropagation ensures iterative refinement of the joint angles by 

minimizing the Mean Squared Error (MSE) loss. 
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The second task is navigating the robot end-effector from a starting point to a target point 

without any collisions. We assume that the positions and dimensions of any obstacles in the 

robot's path are known a priori. Our approach leverages two FFKSMs. The first predicts the 

entirety of the robot's morphology and is used for collision detection. The second predicts the 

position of the robot's end effector, serving as a heuristic calculator. 5 

Through the model that can predict the whole-body morphology, the robot can estimate its body 

occupancy in a given configuration. A collision is deemed to occur if any portion of the robot's 

predicted morphology, represented by query points with non-zero density, intersects with the 

predefined obstacle region. To generate the robot collision-free trajectory, we use the Rapidly 

exploring random tree (RRT) algorithm [32]. RRT, known for its efficacy in high-dimensional 10 

spaces. The model predicting the end effector position, provides heuristics and guides the 

trajectory generation process. By leveraging two FFKSM, the robot can achieve collision-free 

motion planning. Please see Movie S4 for more information. 

Abnormality Detection and Damage Recovery in the Real World 

In the evolving landscape of autonomous robotics, the ability of robots to adapt to physical 15 

changes or damage in real-world settings is paramount. This adaptability is particularly crucial in 

scenarios where human intervention is impractical or impossible, such as in hazardous 

environments, healthcare, manufacturing, or domestic applications. Traditional models, relying 

on static, unchanging morphologies, fall short in these dynamic conditions. Our study addresses 

this gap by focusing on a robot's ability to recognize and adapt to morphological changes, such 20 

as damage or wear and tear, enhancing its real-world applicability and longevity. 

The versatility of the Free-Form Kinematic Self-Model extends beyond mere morphology 

prediction and motion planning. It can detect abnormalities and facilitate damage recovery. Our 

experiments utilized robot arm 2 with an RGB camera. Considering a scenario where the robot 

faces an overload, leading to a bent in its link. To simulate real-world damage, we use a bending 25 

robot component which mirrors common types of damage robots might encounter in various 

operational environments, providing a realistic basis for our experiments. We use 3D printing to 

fabricate the damaged component and integrate it with Robot 2 as shown in Fig. 4(A). This 

mechanical deformation induces a noticeable disparity between the images captured by the real 

camera and the 2D image predictions from the model, as seen in the first row in Fig. 4(C). 30 

The recovery (fine-tuning) phase involved retraining the model using the post-damage data. This 

process was critical in enabling the robot to rebuild its FFKSM to align with its new physical 

state. With the additional real-world data after the robot damage, the robot refines its predictions 

to align with the deformed 3D morphology. This adaptation is quantified in Fig.4 (C), which 

plots the decreasing divergence between the model's predictions and the ground truth as it is fine-35 

tuned with the post-damage dataset. The plot shows the results from varied data quantities (10, 

100, 1000 and 10000), demonstrating the model recovery effect at different data scales. 

The results shown in Fig.4 (C) demonstrate superior performance in detecting and recovering 

from damage. This recovery ability advances the field of robotic self-modeling, particularly in 

the context of autonomous adaptation to physical changes. This has profound implications for the 40 

future of robotics, especially in applications requiring high degrees of autonomy and resilience. 
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Fig. 4. Recovery of Robot Kinematics After Damage. (A) Pictures of the actual robot arm 2 

used in the experiments. The bending area marked in red to simulate damage. (B) A plot 

indicating the divergence between the model's predictions and the ground truth during fine-

tuning. The plot encompasses data from four distinct quantities, showcasing the model's 5 

adaptability with varying levels of post-damage data. (C) Comparative visualization of the 

robot's morphology predictions before and after retraining with post-damage data. The green 

overlay on the real robot arm indicates the predictions of our model. This comparison highlights 

the robot recovers predictive accuracy after retraining. 

Quantitative Evaluation of 2D Image Prediction 10 

To assess the performance of our model, we use 2D predicted images, since directly measuring 

real-world 3D morphology without other sensors or equipment is unavailable. We use a test 

dataset comprising 2000 samples, unseen during the model training phase. Through querying 64 
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random points along each ray that spans robot space, our image rendering module can generate 

predicted images. The Mean Squared Error (MSE) serves as our metric to gauge the difference 

between these predictions and the ground truth. 

Our experiments span three distinct configurations in a real-world environment: Full morphology 

prediction of Robot 1, Full morphology prediction of Robot 2, and Prediction of only the end-5 

effector for Robot 2. We compare our method (OM) to the other two baseline methods. The first 

baseline, Random Selection (RS), arbitrarily picks an image from the training dataset. These 

randomly chosen images share a distribution similar to our test dataset, so we use this as one of 

our baselines. The second baseline, Nearest Neighbor (NN), chooses the image that has 

minimum L2 distance, in terms of joint angles, to the ground truth. The purpose of designing this 10 

baseline is that robotic arms with similar joint angles will have similar images from the camera 

view. Figure 5 shows that our method can accurately predict robot morphology and has lowest 

errors compared to the baselines across all tested configurations. 

 

Fig. 5. Comparison of Predicted Robot Morphology and Quantitative Results. The left side 15 

presents a side-by-side comparison of the robot morphology predicted by baseline methods, our 

proposed method, and the ground truth, demonstrating the accuracy of our method in capturing 

the robot's shape. The right side showcases three bar plots illustrating quantitative results: our 

method consistently demonstrates lower prediction errors and standard deviations across all tests. 
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The three tests, from top to down, represent predictions for robot 1 (whole body), robot 2 (whole 

body), and robot 2 (end-effector). 

 

DISCUSSION  

In summary, our experiments of 3D motion planning demonstrate the capability of the Free Form 5 

Kinematic Self-Model in addressing complex robotic manipulation tasks without the traditional 

reliance on kinematic functions or CAD models. Recent methods rely on intricate setups, 

necessitating the use of multiple depth cameras and laborious calibration processes to create 

ground truth for the model. However, our approach emphasizes the capability of a robot to self-

model its morphologies, kinematics, and motor control through 2D visual feedback. This visual 10 

feedback loop is analogous to a human using a mirror, providing fast adaptation and resilience. 

At the heart of our approach is the Free Form Kinematic Self-Model, a robot learning 

advancement that leverages the combination of deep learning and computer vision to build 

models for robots themselves. This approach not only facilitates morphology predictions and 

motion planning but also offers adaptability to a diverse range of robotic platforms. Our method 15 

bypasses the challenges encountered in manual modeling, particularly in cases where robots 

possess complex, evolving or damaged structures. 

Through the experiments we demonstrated that our model has proficiently internalized the 

intricacies of robot kinematics, motor control and its 3D morphology. This foundational 

understanding can be harnessed effectively to navigate and address real-world challenges, setting 20 

a new paradigm in robotic motion planning and control. 

Our key contributions can be summarized below: 

1. Robustness and Generalizability: Our method displayed consistent performance in both 

simulated and real-world environments. This proves the robustness of the approach, 

making it reliable in varied contexts. Additionally, our approach could be extended across 25 

different robots through its generalizability. 

2. Versatility of Application: Beyond mere kinematic modeling and morphology 

synthesizing, our method showcased its adaptability in abnormality detection and 

recovery processes. In real-world scenarios where robots may experience wear, tear, or 

damage, such a feature can recover the robot without human intervention. 30 

3. Tackling Motion Planning Tasks: Traditional motion planning tasks, which rely on 

explicit kinematic equations and CAD-based modeling, can be computational-consuming 

and inflexible in dynamic environments. The Free Form Kinematic Self-Model method, 

through its gradient-based optimization and adaptability without human-predefined 

kinematic equations, provides an alternative approach that's more adaptable and 35 

autonomous. 

4. Real-world Applicability: A quintessential feature of our research was its emphasis on 

real-world applications. Whether it was in the prediction of morphologies, motion 

planning, or damage recovery, our approach consistently aligned with real-world 

scenario. 40 
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A potential limitation of our work, however, is the reliance on 2D images for quantitative 

evaluations. Given that direct measurements of real-world 3D morphology without auxiliary 

equipment is currently unattainable, our quantitative evaluation of 3D prediction is a 

compromise. In future research, enhancing the camera resolution and employing dynamic 5 

sampling techniques can substantially improve the model's accuracy. Additionally, integrating 

3D modeling sensors could provide a comprehensive evaluation of the robot's morphology. 

In conclusion, the strides taken in this paper mark a significant progression in the domain of 

robotic self-modeling. The potential applications are vast, from autonomous robotics in industrial 

settings to those deployed in challenging terrains and environments. We believe that the 10 

principles laid out here will not only facilitate the rapid development and deployment of robotic 

solutions but also pave the way for robots that are more adaptive, resilient, and efficient.  
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Supplementary Materials 

Materials and Methods 

Figs. S1 to S5 15 

Movies S1 to S4 

Data S1  

 

Movie Legends: 

Movie S1: Data Collection Process for Robots 1 and 2: This video illustrates the data collection 20 

phase, where a camera is focused on Robot 1 to capture RGB images. The recording mimics the 

concept of a robot observing itself in a mirror, allowing for the collection of essential data for the 

Free Form Kinematic Self-modeling. 

 

Movie S2: 3D Morphology Prediction of Robot Arms: Displaying the capabilities of our trained 25 

model, this video showcases the prediction of 3D points occupied by robot arms based on motor 

action commands. The predictions are visually represented by a green shadow overlay on the 

robot arm, providing a clear and illustrative view of the model's output. 

 

Movie S3: Simulation and Real-World 3D Prediction Comparison: This video presents a 30 

comparison between simulated and real-world data for the 3D prediction of Robot Arm 1. It 

highlights the minimal differences in prediction performance, demonstrating the effectiveness of 

our method in addressing sim-to-real challenges in 3D morphology prediction. Additionally, the 

video includes predictions for both the whole body and end-effector of Robot Arm 2 using real-

world data, emphasizing our method's capability in detailed part-specific prediction. 35 

 

Movie S4: In this video, we demonstrate the application of our robot arm in motion planning 

tasks. Referencing the 'Motion Planning Using Free Form Kinematic Self-Model' section of our 



 

15 

 

paper, it showcases how the robot utilizes its self-learned model to execute manipulation tasks, 

highlighting the practical implications and adaptability of our framework in real-world scenarios. 

 

 

Materials and Methods 5 

Robot Hardware 

In this study, we designed robot arms with four degrees of freedom, as illustrated in Fig. S1. 

Each arm is built on a common base that comprises yaw and pitch axis joints. The positioning of 

these joints allows for a camera, aimed at their intersection, to effectively monitor their 

interaction, as depicted in Fig. S1(D, E). This arrangement, where a fixed camera captures the 10 

movement of the joint axes, is functionally analogous to a moving camera observing a stationary 

robot base. 

The primary distinctions between Robot Arm 1 and Robot Arm 2 lie in their morphological and 

kinematic differences. Notably, the third motor in Robot Arm 1 rotates 90 degrees relative to that 

in Robot Arm 2. Fig. S1(A, B, C) shows all joints in their neutral, zero-degree positions. Each 15 

joint is capable of a range of motion from -90 to +90 degrees. We select Serial Bus Servos with a 

torque of 25 KG·CM for the joints and use position control to actuate motors. An Nvidia Jetson 

Nano board serves as the onboard computer for processing. The fabrication of the robot arms 

was carried out using a Fused Deposition Modeling (FDM) 3D printer, utilizing Polylactic Acid 

(PLA) as the material. 20 

For stable imaging, the camera is mounted to 2020 aluminum extrusions, ensuring consistent 

focus on the robot arm during its movements. The camera used is an Intel RealSense 435, 

configured for RGB imaging. 
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Fig. S1. Mechanical Drawings of Robot Arms. (A) Drawing of Robot Arm 1. (B) Drawing of Robot Arm 2. (C) 

Drawing of Robot Arm 3, featuring a bent second link compared to Robot Arm 2. (D, E) Robot Arm 2 equipped 

with a camera for data collection. 

Data Collection 

In this section, we talk about the details of the data collection process. To efficiently collect data, 5 

we discretized the action space using a 9-degree interval and generated trajectories for the robot 

to execute all commands effectively. To ensure accuracy and avoid collisions, we implemented a 

feedback control mechanism. This involves using position encoders to monitor joint positions in 

real-time. When a joint reaches within 0.5 degrees of its target position, the camera captures and 

saves the frame. If a joint fails to reach this threshold within one second, we interpret this as a 10 

collision, halting movement in that direction. After collecting the dataset covering the entire 

action space, we randomly selected 10,000 data points for model training. This quantity was 

deemed sufficient based on preliminary tests. Each data point consists of a pair: the joint position 

and a corresponding image of the robot. 

For capturing images, we positioned Robot Arm 2, which stands 439 mm tall, at a distance of 1 15 

meter from the camera. This camera is equipped with a 42-degree field of view, ensuring 

comprehensive coverage of the robot. This setup ensures that the robot's full body is captured in 

the frame. To separate the robot from the background, we employed color-based segmentation. 

The robot arms were painted in black and blue, against a clean, uniform background. We further 

refined the background removal by calculating the median pixel values of each image. As the 20 

robot is the only moving element, the static background can be isolated using an image 

synthesized from these median values. 

In our image processing, we normalized pixel values to the range [0,1]. A threshold of 0.15 in 

RGB channels was used to segment the robot body. For the blue end-effector on Robot Arms 2 

and 3, a threshold of 0.4 was applied for pixel distance to the blue color. For this study, we 25 

resized images to 100×100 pixels, which yielded satisfactory predictive performance. Future 

enhancements with advanced equipment could allow for higher resolution images and more 

precise control. Figure S2 visually represents the crucial steps in our data collection and image 

processing methodology, demonstrating the transition from raw visual data to processed binary 

images essential for the FFKSM training procedure. 30 
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Fig. S2. Data Collection and Segmentation for training FFKSM. (a) Examples of raw image data alongside their 

processed binary images. The raw images depict Robot Arm 1 in three distinct positions within the camera's field of 

view. The corresponding binary images result from color-based segmentation. (b) Example data of Robot Arm 1 and 

Robot Arm 2. The left side displays raw data images, capturing the robots in different joint positions. The right side 5 

shows processed binary images demonstrating the effective isolation of the robot's components (end-effector) 

through segmentation method we proposed. 

Comparative Study with the original Neural Radiance Fields (NeRF) 

We have developed a model that generates two key outputs: 𝛂 (density) and 𝛔 (visibility). This 

approach is crucial for accurately rendering images from a robotic perspective. When a camera 10 

captures the robot, only the side of the robot facing the camera affects the image pixels. Since we 

do not have direct ground truth data for density and rely on 2D images for loss computation, 



 

18 

 

using density alone for image rendering is impractical. Instead, our model calculates the product 

of density and visibility to determine how an image is rendered. This means that if parts of the 

robot are not visible to the camera, their density does not influence the final image due to a 

visibility value of zero.  

Our methodology shares parallels with NeRF, which employs a neural network to depict a scene 5 

and synthesizes new views from sparse 2D imagery. Like NeRF, our approach learns 3D 

information from 2D images, integrating spatial points as pixels to guide the model. But, distinct 

from NeRF, our data collection relies on a stationary camera, with the robot's primary joints 

manipulated to emulate varied camera perspectives. Whereas NeRF generates four outputs (RGB 

and volume density), our emphasis centers on space occupancy. In this section, we compare our 10 

method with two baselines using the original NeRF rendering methods. First, we explored the 

potential of adopting NeRF's volume rendering technique (VR), questioning if a singular 

output—volume density—might suffice for our model. In the VR rendering method, we calculate 

the density (α) as a function of the one of the raw outputs. One of the raw outputs for density can 

be represented as raw𝑑𝑒𝑛𝑠𝑖𝑡𝑦. The equation for calculating the density then becomes: 15 α𝑖𝑗𝑘 = 1 − 𝑒𝑥𝑝(−𝑅𝑒𝐿𝑈(raw𝑑𝑒𝑛𝑠𝑖𝑡𝑦, 𝑖𝑗𝑘)) 

The final image pixel value (image pixel𝑖𝑗) is the sum of the product of visibility and density 

over all M layers: 

image pixel𝑖𝑗 = ∑ σ𝑖𝑗𝑘 ∙ α𝑖𝑗𝑘𝑀𝑘=1  

Further, incorporating the function T(t) (representing the cumulative transmittance along a ray, 20 

i.e., the probability of a ray traveling from camera to the background without encountering any 

particle). we first calculate the distances (𝑑𝑖𝑠𝑡𝑠𝑖𝑗) between the sampled points along the ray. 𝑥𝑣𝑎𝑙𝑠 is the distance between the camera to the query points which is on x axis and ray_d as the 

norm of the ray direction. Then the density (α𝑖𝑗𝑘) is calculated as: α𝑖𝑗𝑘 = 1 − 𝑒𝑥𝑝(−𝑅𝑒𝐿𝑈(𝑟𝑎𝑤𝑑𝑒𝑛𝑠𝑖𝑡𝑦,𝑖𝑗𝑘) ∙ (𝑥𝑣𝑎𝑙𝑠,𝑖𝑗(𝑘+1) − 𝑥𝑣𝑎𝑙𝑠,𝑖𝑗𝑘) ∙ 𝑟𝑎𝑦_𝑑𝑖𝑗 25 

Similar to the VR method, the final image pixel value is computed as the sum of the product of 

visibility and density over all M layers. As depicted in Fig. S3, both baselines produced only 

black images, underscoring that mere volume rendering and the accumulated transmittance 

function did not yield better results in this problem.  
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Fig. S3. Comparative Visualization of Different Methods versus Ground Truth. From top to bottom: (1) 

Volume Rendering method (VR) - yields a black image indicating ineffective learning, (2) Volume Rendering 

method with accumulated transmittance function (VR+AT) - similarly results in a black image, (3) Our method 

(OM) - shows accurate predictions, and (4) Ground truth (GT) for reference.  5 

Model Architecture 

The Free Form Kinematic Self-Model is composite of three integral deep neural networks: the 

Coordinates Encoder, the Kinematic Encoder, and the Predictive Module. We implement them in 

Pytorch [33]. We use standard fully connected layers and use ReLU activation [34]. Before we 

input the coordinates and the joint angles into both encoders, we use Positional Encoding that 10 

enables the model to learn higher dimension data. Such an approach has been demonstrated to 

enhance the performance of Multi-Layer Perceptions [26, 35]. In our work, we use 5 frequencies, 

so the input dimension of Coordinates Encoder is mapped from 3 to 33 and that of Kinematic 

Encoder is mapped from 2 to 22. A detailed depiction of this architecture is presented in Fig. S4. 

 15 

Fig.S4. Architecture of the Free Form Kinematic Self-Model. This figure illustrates the multi-layer architecture of 

the Free Form Kinematic Self-Model. Inputs are divided into position and joint angles, each encoded through 
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separate pathways. Positional Encoding enhances the inputs, expanding the 3-dimensional position input to a 33-

dimensional vector and the 2-dimensional joint angle input to a 22-dimensional vector. These enhanced inputs are 

then processed through their respective encoders. The outputs are transformed by ReLU-activated fully connected 

layers, yielding 128-dimensional feature representations. A subsequent concatenation step combines these features 

into a 256-dimensional vector, which is further distilled through additional ReLU-activated layers, outputting 5 

density and visibility of the input point position.  

Resolving Initial Training Challenges in Model Training 

During the initial training phase of our model, the model tended to predict an entire image as 

black (zero), subsequently settling into this as a local optimum. This phenomenon can be 

attributed to the predominance of black pixels in the image, skewing the model's learning 10 

process. In image recognition tasks, such a scenario is often indicative of class imbalance, where 

one class (in this case, black pixels) dominates the training data, leading the model to a biased 

learning outcome. 

Class imbalance is a well-documented issue in machine learning, particularly in supervised 

learning tasks. Models tend to favor the majority class, resulting in poor predictive performance 15 

for the minority class. This is especially problematic in fields like medical imaging or anomaly 

detection, where the minority class is often the most critical. Techniques like resampling the 

dataset, using different initial weights, or applying class-weighted or focal loss functions are 

commonly employed to address this imbalance [36] [37]. 

To mitigate this issue in our model, we implemented two strategies: 20 

1. Early abort the training process: If the model only predicts black images, indicating a 

stagnation in learning, the training process is restarted. This approach helps in escaping 

from the local optimum that the model initially settles into. 

2. Focusing on the central image region: During the first 200 training iterations, we 

concentrate on the middle section of the image, specifically a 50x50 pixel area. This 25 

method reduces the impact of the overwhelming black pixels in the image periphery, 

allowing the model to better learn features from the more balanced central region. 

By adapting these techniques, we aimed to provide the model with a more balanced view of the 

training data. 

Generation of Spiral Trajectory for Motion Planning 30 

A spiral trajectory is geometrically complex and requires precise control over the robot’s 
movements. Successfully navigating this trajectory demonstrates the system’s ability to handle 
intricate paths and fine adjustments, showcasing the precision and accuracy of the motion 

planning algorithms. This section describes the details of generating a spiral trajectory for the 

motion planning task. The trajectory is composed of three-dimensional coordinates and contains 35 

a sequence of 1000 points. The trajectory is formulated by systematically calculating the 

coordinates of each point along a spiral path. The algorithm operates over a linearly spaced 

sequence of parameters, ranging from 0 to 4π. For each parameter value in this sequence, the 
corresponding three-dimensional coordinates of the spiral are computed as follows: 
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1. The x-coordinate is determined by a linear function of the parameter, signifying a 

constant rate of increase along the x-axis. t is the parameter varying from 0 to 4 π. The x-

coordinate for each point is given by the equation: 𝑥 = 0.01 × 𝑡 + 0.02 

2. The y-coordinate is calculated using a sinusoidal function of the parameter, indicative of 5 

a circular motion in the yz-plane. The equation for the y-coordinate is: 𝑦 = 0.008 × 𝑡 × 𝑠𝑖𝑛(𝑡) 

3. Similarly, the z-coordinate is also derived using a cosine function, complementing the y-

coordinate to create the spiral effect. The z-coordinate is given by: 𝑦 = 0.008 × 𝑡 × 𝑐𝑜𝑠(𝑡) + 0.08 10 

These calculations result in a spiral trajectory where each point is defined by its unique set of (x, 

y, z) coordinates. The spiral progressively extends in the x-direction while exhibiting a circular 

motion in the yz-plane. The generated trajectory is visualized in Fig. S5. 

 

Fig. S5. 3D Visualization of the Spiral Trajectory. This figure illustrates the spiral trajectory. The spiral starts 15 

from the center, gradually extending outward and upward. 

 

Utilizing FFKSM for Joint Angle Optimization in Motion Planning Tasks 

In our study, we employ the trained Free Form Kinematic Self-Model (FFKSM) alongside an 

optimization method to calculate motor commands. This approach enables the robot to 20 

accurately reach the target positions along a predefined trajectory, such as a spiral path. Initially, 

we load this trajectory, which represents a sequence of target points that the robot is tasked to 

follow. The core objective is to resolve the motor commands using trained FFKSM, facilitating 

precise navigation to these points. 

The parameters for the motion planning algorithm include a loss threshold, set at 10e-5, and a 25 

maximum limit of 1000 iterations for the optimization process. The robot's initial joint angles are 

converted into a tensor format, which facilitates the use of gradient-based optimization 
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techniques. The Adam optimizer is employed for this purpose, known for its effectiveness in 

handling non-linear optimization problems in robotic control systems. 

At the core of the algorithm is an iterative loop, designed to adjust the robot's joint angles and 

minimize the distance between the predicted position of its end-effector and the target positions 

along the trajectory. In each iteration, the algorithm resets the optimizer's gradients, and employs 5 

FFKSM to predict the end-effector's position. The discrepancy between this predicted position 

and the target is quantified using a Mean Squared Error (MSE) loss function. 

When convergence of the loss below the defined threshold the optimization loop exists. After 

resolving the motor commands for the entire trajectory. The optimized joint angles 

corresponding to each target position are saved, allowing for real world robot control to perform 10 

manipulation tasks. 



Supplementary Files

This is a list of supplementary �les associated with this preprint. Click to download.

S1robotarmdatacollection480.mp4

S23DpredictionXXX480XXX.mp4

S3simvisualization480.mp4

S4motionplanning480.mp4

https://assets-eu.researchsquare.com/files/rs-3909574/v1/c52e0aa2f02afb827bc18b7c.mp4
https://assets-eu.researchsquare.com/files/rs-3909574/v1/1d6dc3a5d1fd7b801c8ed584.mp4
https://assets-eu.researchsquare.com/files/rs-3909574/v1/3f1a32aea7f75c8ad07101aa.mp4
https://assets-eu.researchsquare.com/files/rs-3909574/v1/991578595846c9ed00b5c8e6.mp4

